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1.1 HEER

AT H AR IO AR R 2B SR 2 IR sk i & e R 4R, IESUB IR
“Student Performance” , M & 4 K8 B K% (University of Minho) HY
Paulo Cortez #I%T 2008 AL A BEHLERY, FFKIAATFE UCT A1 Kaggle P&
o BEEEIC T T A A ALE P T 2% ——Gabriel Pereira (GP) Fl Mousinho
da Silveira (MS) ——7E 2005 - 2006 *#4AE M H S A E R, FEAA S H M
H A EN 1R SR I

I H KRB EEF s (student-mat. esv) , 3395 25103%, 440
KA 33 AT X TBRBRAE =R E NS (G, 62, G3) , i | K&
HaAE: PAEEAMEE GEB. Ml #H2) « KEBN (REEERE. IR
by RABFEE. FEXRRE) « MK RS RE E R, 2
AR AR | EESIE (AN, . WANESL. ERIERD) PR
HEIE LS. BTE HOR R AR B T IR SR B A i, B R & B SL
e st

R 2 R BRI S AR A AN T 20 SR, BATTHHE
B A A B S TN 55 P B M R, 2 Kaggle b iS00 1 52 AR B GTAH 9%
Bk —.

1.2 MEEX

XA S ELE R = AE T LS s A8 e, 470 74k B2 0T
CELRT)” BRI IR 2 AN “CAERSBORHEE R “WTH T E
FE LRI “SCBRFE s AR - i G — e Bk a7, {HI H st F 2k
KL R MM TS FBOE R . R AN 2 2 50 i & s LT %
AW, TR IEEA RN R 2 Tl BRI “ARANRBEEZSEHAEF”
“LBERZHEREER EEA R R &, XEERTFEK, A ERIA
WHEE Az ol I OCEAL AT A A mEA

AR AR TSI T JIER) “ REITE” G807, WH 7R e e AMER TR IX
WP RS (Gl G2) BIEOLT, MEEFEE . AR AiE RSN
REKAENME B, BUIIZhH T T £ 28 il St 22 /N 26 P RN Y |, I B 2
AT DAAE 22 BB 2 N 228 1e M BOsioii ol H v U 224, $R BT NH = (OB
FRECR YRR, AR ORHE T 20 T T0 A B R e ARG T 1

FEABYXETHARRUEMGIERER, B ExR T ML E
(PySpark) . j&¥e. AI#ALIRZE (Seaborn + Matplotlib) . HFfF TRE (i
atd) . ZEINTEE (sklearn BJZEM:BIIH. FENLARM. GBDT 28 + Spark ML it
KL BIRRAF 5EEN 2R, & —EmEES. X THEITVAEIIA
REFEAN LR eI AR B E ST TR, XA AN BB T 17> 7] L E #e2k ek
T AN R 222 G T B AR o T R

M, EMBEAREIREAR, A IR E LK X H ISV 2
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2.1 PySpark

PySpark & Apache Spark [ Python #£17, J&X4F0l 5t E i KE s
AT EAESE 2 — . e R P AR LB B DL A 2007 A B i A,
XHF SQL i), DataFrame FRAE. MLER5SJIM/KE (MLLib) FiymihH S8 84k
. HMLLHEMLP Pandas, PySpark A ULEFAACEE GB HZ TB A HamA KA
WA, BBE . BIT SRS IOREE I H ARBLH AR

TEX AT H 1, PySpark FEZ#HH [ E a5z UL AL AR B A7 (. T H @ i
SparkSession 3ZHU student-mat.csv A, FHFIH inferSchema H zhHER%5)
HKM, B AR AL mat DMER Spark SQL fdj gttt (ngih 5 AN
O . BREIEERA 395 %, mkBITFESAAXWERE, EEEHEZ=MH
PySpark, IE&A TH/REREHEREE = (e, amE sy 44
) THIFRMES %,

HEERRZ, MHRE 78RR T Spark ML1ib WA= R KEL:
StringIndexer — OneHotEncoder — VectorAssembler — LinearRegression,
A FEAHAE Spark DataFrame ErAis#T, JFEBRAART . XFIS57E
TERE LA el UG4S R 2 B i AR BT AR dm I Ze, miRes
JUPF BN, LT PySpark “ MW/NEEE BREARAS E 3, KIE RIS .

2. 2 Pandas

Pandas #& Python HUE/HTIIFHLhrERE, L DataFrame XAl
Excel RAIEHIGHINIZ, TRANHFE MEIRGET. i, Si-MadE 400
Ae, LT AT EdE R AT I E SIS EAE N O

EXANTHE R, HTEEERA, 40080 PR 2 0 i A o] M4k #8278
Pandas _E5EiH. fEZSEET HE XK topas pREL(FH RDD mapPartitions)
M Spark DataFrame Z4=%#5°N Pandas DataFrame, Z G/ describe. corr.
value counts. drop. get dummies ZE¥p{EAHlAC% Pandas Ab¥E. iXFh “Spark
R, Pandas 3 7 BB U SE PR E K& L H rh AR %5 W.: Spark 17t
BT A FE RO A I P ORI R 46 H &, BIERS 4040 IR RFE AR AP kAR o
Mrid A 2R BHLIY) Pandas B8 /=40

2. 3 NumPy

NumPy #& Python Bl2EiHEMEA, $RftEPEREM 24X S ndarray
IR ERFKE, & Pandas. Scikit-learn. PyTorch &% )i JZ fK#fi .

WHH NumPy 32 T EPEAL Y B F 3t FoP s 4tz 2 (MAE) 133
FRiRZE (RMSE) . fFE evaluate predictions Fl evaluate BREHE, 1E&HH
np. mean (abs (predictions - true)) #H1 np.sqrt(np. mean((predictions -



true) sk 2)) XRFEMAIZHEPESBTEIR, XA Sk Hmk. RIAEEE
AR, NumPy [ [ B AR IRAEACRSIZ AT il J5 24 Python A3

2.4 Matplotlib & Seaborn

Matplotlib J& Python ZM. BIKEMLEE, JLTHrA @A ALE
#FET T . Seaborn ZILAE Matplotlib Z FRIGIH AT RIALE, E 1T NEHE
Mriz v, JEFERD At RE i B G EIZR, [FIREXT Pandas DataFrame SCHFHK
i

ERATUE T, Seaborn JUT-HE T AT AT AL TAF: S5 i E 7

(countplot) k- GIAH Lk &l (boxplot) RIS H - Gt i Bl (swarmplot)

W2 ARG (kdeplot) o ASCTEH ) RS20 S P MUAR 207 I e 2 A
KBl EHIEHFERCE T S0k Simei, B4 T H3CELED. Matplotlib M3
T GREE COARE, BIERE. KN, A5 tight layout %) . X
BAE ST R SR AR, AR F b AL A D)
HIER 7)o

2.5 Scikit-learn

Scikit-learn RZMHINIAFIE, LG —. XRIEE . FIELIEEE,
S AN AL 7 S IUH ik

WiH M  sklearn ff J e BB RN LS50 . — RV ZRIF VR4 T
LinearRegression « ElasticNet . RandomForest . ExtraTrees . SVM .
GradientBoostingRegressor 7SFREAY, FEH MAE A1 RMSE PH/NEFREIAERE
AT RIS B, B & R IA M [l R e e IX — B “ SR T EE + 7]
A S OB BRI N2 oR UL 88 2% ST T H b el B
WRIRFIZRIE R o RN T H LR T train test split. pickle FRIREALLEE
wWHERE, R DIEEERE.

2.6 Spark ML1lib

Spark MLlib J& Spark B MLEs %2 FE, KRR TA R L
#BIET DataFrame, FF3(#F Pipeline Ji/KZALH, e LT H T EH B0
A, mEIEAFHRE T EIE.

WiH 5% T Spark ML1ib A 7 —MZMEFH: St StringIndexer
+ OneHotEncoder AbFEPTAZRAFIE (35 setHandlelnvalid="keep” Ab¥EA
D, FEH VectorAssembler 8 L H4EMBIRIEAZEL features [AHEF,
)G B LinearRegression lZ5iffmit#ifi. RE. R? . MSE 552 8pPAh
febr. BT REE A —IX toPandas, 4¥(E Spark ZrAi XIAETH 5EAL, AT T
CHEFRLR AT LA S I RUK R AR E S . 2Rk Y K35+, BE
JI R, X BRI LA 7R BRSO B T BB 281847 .

Pickle

Pickle & Python W EMFHIMLEL, 7] LA JLFAERE Python X% (L
FENZRIF ) BB R AT 2 W3 B MG %K



IH A EE RN sklearn ZMEREIABIANEIE pickle. dump FRAF AL
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0.  Zhegscol

4.1 FREEEHESA
FEEARAL U R

# -*- coding: utf-8 -*-

import pandas as pd

import seaborn as sns

import matplotlib.pyplot as plt

from pyspark.sql import SparkSession

import matplotlib

matplotlib.use('TkAgg'")

plt.rcParams|'font.sans-serif'] = ['Arial Unicode MS',
'PingFang SC',
'Heiti TC',
'Songti SC',
'Hiragino Sans GB']

plt.rcParams['axes.unicode_minus'] = False

spark = SparkSession.builder \
.master("local[*]") \
.appName("Student Analysis") \
.config("spark.driver.bindAddress", "127.0.0.1") \
.config("spark.sql.debug.maxToStringFields", "1000") \
.getOrCreate()

spark.sparkContext.setLogLevel("ERROR")

df = spark.read.csv("/Users/wei/Desktop/student-mat.csv", header=True, inferSchema=True)
df.createOrReplaceTempView("mat")
def pd(df):

return df.toPandas()

RSB FF kT LA A, [FRELENAT import matplotlib A
matplotlib. use C TkAgg’ ) skl 5 ¥, XAZKN PyCharm 7E macOS _bERIA[H
MacOSX Jaim, 25% plt.show() I tostring rgb () BREUF I, T
P12 TkAgg Jo vt BRI JECHR VR IX A 7]

7 SparkSession MIAIEEERSr, A 7 A Z A local [*], FFEE T
N FH 4 ¥ N “Student Performance Analysis” o %F B o0 A



T .config(“spark. driver. bindAddress”, 7127.0.0.17) XiTHIE, &N T
P mac0S/Windows 3% RN Spark Az #R “bind address already in
use” B WA IR . 'BHaE spark. sparkContext. setLogLevel ("ERROR”) = H &
Tl FLRERE B N BoR AR, ISR 7SR WARN A1 INFO faih, b4 &R
FFFEER, EFES S0 KRB RIE R

P R IO T H R 3o L. ARUBMA] spark. read. csv $2HU T AR
#) student—mat.csv XX, JEH T header=True Fl inferSchema=True, IXff
Spark 2 HIHE—ATU1ESI%, FFHEWT H RSP IER SR RA (Ll age &
B, sex BFERH) , AE T KETFBE X Schema MIFRMT. I 5E G L4
AT createOrReplaceTempView(“mat”), % DataFrame JEM— N mat H)
i, XEE ST LB Spark SQL E&WIER), JEH . [FEE X
T MREH) to_pd BHEUEA spark df. toPandas () HJPRAFETT X, 52
HATE I to_pd(df) FtZAZEE LI, BERE v SOk g 1 BRI R

4.2 G3 B4

to-mmm - - Fom e +

| summary | 63|

e R el +
| count]| 395
| mean|10.415189873417722|
| stddev|4.5814426109978434]
I min| 0]
I max | 20

t----m-- e s +

SRS 63 (HARRRSE, 4 20 4%) AT L mt R R ST, 2
BATH “H G2 att” BTHE—5, Witk N —REEEIE SR
k.

AT df. describe (G37). show(), Spark 2x%f G3 X—FIIHHE LI
G RN, R EEITEEEH G WERTR:

o count = 395: ULEHEIREE TEEE T 395 B AR RS, AR

=

e mean ~ 10.42: RFAEMRFHIMSTAE 10.42 45, WG AgE— 5

B, B RIUE T R R .

o stddev =~ 4.58: FriEZEIAR] 4. 58 4, Ui RS BORE R AEH K,

HNE 20 95y, WA N0, PERMHL b ™.

e min = 0: KR 0%, AAERAEE ., FHIHIEPH 0 £F null,

D] J 4882 23 BT I 7 AR 7 A2 A HE R IR 2L 0 4

o max = 20: gy 20 4, UEPABUEVCHEIER, A EAME T



4.3 BRDH

4.3.1 BHBBFAETEH
KIS R

plt.figure(figsize=(12, 8))

counts = to_pd(dfiselect("G3"))["G3"].value counts().sort values()
counts.plot.barh(color=sns.color_palette("rocket 1", len(counts)))
plt.title(" % 7> E{E 1) 22 AE 341", fontsize=26, pad=20)
plt.xlabel("==/E 2", fontsize=18)

plt.ylabel(" 544 % G3", fontsize=18)

plt.tight layout()

plt.show()
fay AR A0R
B BENZEDH

3 e

"o

g 16

kS

o ¢

0 10 2 $$§. ) EY

BT df. select ("G3”) WHNHRZLMGUX—4)], ¥ Pandas J53L%|H
H value counts () Zit& 7B IR E (kb 10 - tHI T 56 A, 0 73
HILT 38 N) , ZREH sort_values() & NEMDBIZHT .

BB counts. plot. barh ) Z2fil#& M AR (barh #& bar horizontal
WAES) , MR RARE, S G XA AR R, RO
AL K IARAE (0 F] 200 , PHhER N ASBEHE. BiEfH T
seaborn ffJ “inferno” MR AR MK BT, IFEIE1E N len(counts)

TRUERFAS 70 B — MR 2, A58 s 77458 o

bR, HERZEH T RS PSR (28 FT 20) , pad=20 ibkREE EERE
WA, ®EREL, &a tight_layout ) HINMLAAR FIBH LR 9 EEY .

4.2.2 ZEBRSESMETHE
RIS R

plt.figure(figsize=(12, 6))

sns.countplot(x="G3", data=to_pd(df), hue="G3", palette="viridis", legend=False)

plt.title("HIA BRGNS 11454 ", fontsize=26)
plt.xlabel(" AR 47", fontsize=18)
plt.ylabel("%%4= N 4", fontsize=18)



plt.tight layout()
plt.show()
B AR T
HRRFAALL IS HE

9 10 1" 12

R

RIGEIF% 04 seaborn [ countplot, IXFAJHEAE seaborn B i FH pRIEL
HEE R WA RN ——ATAREE A3 SR T “adHgit + &/ + B/ .
XH x="63 TR HARGAENHIMZLR, data=to pd(df) F Spark
DataFrame #%f% Pandas fit seaborn f#i/H.#sM hue="G3”(F1 x [F]—A4F&E)
[ X% B legend=False, ibRp— AL FHHA H CMAZHBIECRE viridis
W) , MASHIEG TR . viridis /& seaborn ERIANHZHFLFH)
EGAR O, NRE (K5 B Rweg (m5) .

4.2.3 FRERSHT

S AT
print(f" 5[] 54 5 {df filter(df.sex = 'M").count()}")
print(f" 4 [ 4 & {df filter(df.sex — 'F").count()}")

B A R AR

25/11/19 09:55:42 WARN Utils: Your hostname, weideMacBook-

25/11/19 09:55:42 WARN Utils: Set SPARK_LOCAL_IP if you ne

Setting default log level to "WARN".

To adjust logging level use sc.setlLoglLevel(newLevel). For

25/11/19 09:55:43 WARN NativeCodelLoader: Unable to load ne

BEEFHE: 187

REIFEHE: 208

CH{# [l 7 Spark DataFrame HJ filter() k&&= fFEHENA SQL
FKIEA Usex ="W7 M "sex ="'F7) , ZFFHIEE col ("sex”) === "N" &
fajid, WENGIT Spark SQL MI>Ifii. filter O R[] —ANHH DataFrame, R
E R ZMAT, RIEERE WA count O FMEE T, LMk iHE IR A%
P 7 A ) S

BEHM Python ) f-string MU, BEAAZE male M
female HRAFICFFFERA, FTERH “BREZPHE: xxx” “LZRYPHE: xx” ,
PE] & S M 5



4. 2. 4 SERE LB 2R I
RIS R

plt.figure(figsize=(10, 6))

sns.kdeplot(data=to_pd(df)["age"], fill=True, color="#4e79a7")
plt.title(" %A AR 5 3 AT 1", fontsize=26)
plt.xlabel("4F#4", fontsize=18)

plt.ylabel("%#% %", fontsize=18)

plt.tight layout()

plt.show()
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FiR

RIS sns. kdeplot O 1A 2 EH 7 B BRI, R4 e BUE G B R A
15722 % (8 NEHD , W HIEIE countplot, M T4 EEME H « Bk
KE, 1 kdeplot 2 HBENEREANFER S L—A-FEIE I, REHETE%
BIMALR, TE R — 206 WS 28, BEOREE T B S A TR, Ao b SEARHE |

ELlk.

4.2.5 SHENKER I AETE
REEACHS N R

plt.figure(figsize=(12, 7))

sns.countplot(x="age", hue="sex", data=to_pd(df), palette={"F": "#ffobob", "M": "#4ecdc4"})

plt.title(" AN A B 5 Lo A N E oA, fontsize=26)
plt.xlabel("4-1%", fontsize=18)

plt.ylabel(" A %", fontsize=18)
plt.legend(title="11JI", labels=["% 4", "5 ")
plt.tight layout()

plt.show()



B A R

60

TRFRESZEABSH

0
15 16 Rl 18 19 2 2 2

Fih

AAGH] sns. countplot () B4R (age) YENBIHIZEA], hue="sex” FIAME
A, TRE—FRE A I RAE T (AR A
palette="Set2” J& seaborn HZAMMIEMEENR, F—HRETEFZMPHEFLZE
(BRAXIRE F L&A , BB E I M B4 , Biex) b e e
X4y, —IRELAER H 5B L. A plt. legend (title="1EH]", labels=["%",
") Fahe T BB A S, Wik AERE AR . BAEAES, WP s
I o

4.2.6 FRBHRSHEE
KRS
plt.figure(figsize=(12, 7))
sns.boxplot(x="age", y="G3", data=to_pd(df), hue="age", palette="Set3", legend=False)
plt.title(" AN [F) A0S 22 AR R B 44 B4t 40 A, fontsize=26)
plt.xlabel (" %", fontsize=18)
plt.ylabel(" 524 %% G3", fontsize=18)
plt.tight layout()

plt.show()
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RASH sns. boxplot O fEFWAE AN/ HA & (x="age”) , &St G3
TENHPEELE (v="63") , AT hue="age” (M x FEA&AMIFE) F
legend=False, HMPZiLRAFERFETHHAEH SHLKHE. [k, A
palette="Set3” j& seaborn HEL[THRX /2 /NRAIFISMER, BiEXTLHT
SR FSUARIAR, 2 L ERIA B Bk o

4.2.7 BLGRERHE
RIS R

plt.figure(figsize=(12, 7))

sns.swarmplot(x="age", y="G3", data=to_pd(df.select("age", "G3")),
hue="age", palette="muted", size=6, legend=False)

plt.title(" 1% 5 734", fontsize=24)

plt.xlabel("4-1%", fontsize=16)

plt.ylabel(" 544 %% G3", fontsize=16)

plt.tight layout()

plt.show()
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Fi

sns. swarmplot J& seaborn HLIJ—FhEZR: AL L EI LT E
g LR BN — a1, AT — AR ESLES: (63) fEA— AL/
R B R A M HER, SRR — R R BRI R — R AT A R E B “IR
B Ok, S AL E ik T Tage” M 7 G3 M (pd(df. select (" age’,
'6G37))) , EWFAHAATE, BN T ik ERAKERE CFER-EET Zuk
. palette="muted” FIHJZ MBI EMEEMN, EEAFER T SEEA FE{EA R
i .

4.2.8 W2 FAERIHBH
REEAHS R

plt.figure(figsize=(8, 6))

sns.countplot(x="address", data=to_pd(df.select("address")), hue="address",
palette="Set2", legend=False)

plt.title("3 £ F=/E NEL", fontsize=24)



pltxlabel("FEEAHE (U=311T R=F))", fontsize=16)
plt.ylabel("%2E N 4£7", fontsize=16)

plt.tight layout()

plt.show()

B AR AR
WL FEAB

REMEHE (U= T R=RH)

RIGEH  sns. countplot (x=" address’, ...) HEL address —/NFE,
palette="Set2” ¥ (U) FURK (R) &orBl—FEFARAIXTELE CGRE ZH
SRR, —HRFLEEX 47

4.2.9 W2 RSE BN
KA T

plt.figure(figsize=(12, 7))

data = to_pd(df).query("G3 >0") # HEAWMSIFEE

sns.kdeplot(data=data.query("address = "U")["G3"], label="4; 1 Z /=", fill=True, alpha=0.7)
sns.kdeplot(data=data.query("address == 'R")["G3"], label="4 2~ /E", fill=True, alpha=0.7)

plttitle("H T EAESAS T HIF R RSS2 (HEBR 0 4 ", fontsize=24)
plt.xlabel ("5 2% G3", fontsize=16)

plt.ylabel("4 %", fontsize=16)

plt.xlim(1, 20)

plt.legend()

plt.tight layout()

plt.show()
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IR A% O FE THESM K sns. kdeplot + fil1=True + alpha=0. 6: ZHI
MHEMRGHZE R NLE GERHET) , BESMARMNEAR GBEERT) , WK
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4.3 FJRMES SRS AT

4.3.1 MRERIBHE

ARG T
print("\n 5RARST G3 KMHRVEHIF (BEMNER) : ")
print(to_pd(df).corr(numeric_only=True)["G3"].sort_values(ascending=False))

B 4 45 R AR
S5&E&HS 63 EXMHIE MERTE) :
63 1.000000
62 0.904868
61 0.801468
Medu 0.217147
Fedu 0.152457
studytime 0.097820
famrel 0.051363
absences 0.034247
freetime 0.011307
Walc -0.051939
Dalc -0.054660
health -0.061335
traveltime -0.117142
goout -0.132791
age -0.161579
failures -0.360415

Name: G3, dtype: floaté4

print (pd (df). corr (numeric only=True) [’ G3’ ]. sort values(ascending=

False)) fefx HEMEEHM. 48R —H 7 H:



Gl 1 62 5 63 MMHXERE X 0.90 1 0.80, XELEFRZ h—
AT O P 25 AR RN A 5 i B 2R AR G, (HIX s “PhAHoe” , REAEAT]
AR LR E—ANRE (BRRg) , R .

HIFAERBR XA Z: ra8EfA e, MoHaErZ failures (Jj
SERMRED —0. 360, HIRA B FIEE Medu 0.217. Fedu 0. 152, F#g
age 7 —0.162, ZEJBIA] studytime HAR) 0.097,

4.3.2 MRMERIER 6 MIE (FHMHE)
REAID U T -

pdf all =to_pd(df)

student_features = pdf all.drop(["school", "G1", "G2"], axis=1)

student_encoded = pd.get dummies(student_features, drop_first=True)  # X##: H pd.

most_correlated = student_encoded.corr()["G3"|.abs().sort_values(ascending=False)

print("\n 5 G3 FHXMERIRMN 6 MRFHE (FMBARILE) - ")

print(most_correlated[:6])

TS S
5 63 HHXMREN 6 MMHE (BMAEREE) -
63 1.000000
failures 0.360415
Medu 0.217147
higher_yes 0.182465
age 0.161579
Fedu 0.152457

Name: G3, dtype: floaté4

2 school. GI. G2 fil#, XERPTAFE CEFEEEMNED TGN,
P EH A A I AXHERT 6 &, SR

failures CRBUXED 0. 360

Medu (BEPRHEFERL) 0.217

higher yes (MB¥52mZ#F ) 0. 182

age (FF#%) 0.162

Fedu (AR#EMSL) 0. 152

4. 3.3 RBIREST BLSHKIRH
RIS R

plt.figure(figsize=(10, 7))

sns.swarmplot(x="failures", y="G3", data=to_pd(df.select("failures", "G3")),
hue="failures", palette="rocket", size=7, legend=False)

plt.title(" M KU B 52 7 B =15 2 ) fontsize=24)

plt.xlabel(" i 52 kAL, fontsize=16)

plt.ylabel(" 544 % G3", fontsize=16)

plt.tight layout()

plt.show()
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R swarmplot H4 [ s RIIREL failures YENEEHHMHAT R, RSt
G3 YENNMBEAE ., ORISR hue="failures” FFICHIEMI, Mifik
FEAN FMOIR B S BV ML T A B (rocket EURMNIRLRZTD) , Wi
EESE CRMOREG S, o KRR X — R B size=T &
AN EORBE I H , MR EBSE A MRt B TE A A E N B S BUS . 1817 )R
TRV HI B B e failures=0 MIFIEHMM, ®X 15-20 75 s 24K,
failures=1 BEAH,; failures=2 B JLFRFUEAX A, EIMMAIH) “4
AEA” WHR,

4. 3.4 XGRZEE KPR
REEAHS R

plt.figure(figsize=(12, 7))

family ed level =to_pd(df)["Fedu"] + to_pd(df)["Medu"]
sns.boxplot(x=family ed level, y=to_pd(df)["G3"], palette="Set3")
plt.title(" XU 2 U H K HIS2I", fontsize=24)
plt.xlabel("SX R H /K LLH (Medu + Fedu)", fontsize=16)
plt.ylabel(" 544 %% G3", fontsize=16)

plt.tight layout()

plt.show()



LT L

RNEZHBEKTEHEW
— [
L |
8 125
%wo L ’ ‘
.} 75 ;

3 5
RBHHAF LM (Medu + Fedu)

KEARIGSEEIS Pandas fEACRBEREE Fedu MEBEHEREE Medu H
mﬁﬁﬁﬁﬂﬁm¥uﬂfmﬂkwgwd<mﬁ08> P UL AR At dh 22 )
FZB I, palette="Set3” $2ft 9 FhefrHZIfA, iti/\u%ufﬁxj‘r“m%ﬁ%f‘ﬁéf
H PP . RS (12, 7) 8%, E689 9 M FmAE. 4
REIR: Mmﬁ11ﬁ7,ﬁ¥¢ﬁﬁ%%%%&hﬂtﬁ Fra— s (H
TEBM=8 (B AE A W, W m ey, LA kT a8/ 6.
T T, TERAHER “PiET .

4.3.5 ZEFERRBIT RS
RIS R

plt.figure(figsize=(9, 7))
data = to_pd(df.select('higher', 'G3")).query("G3 > 0")
data['J}2~ = J&'] = data['higher'].map( {'yes": I HEAT", no': "ML EHEHRT")
sns.boxplot(x="T]2% 5 J&', y='G3', data=data, palette="Pastel1", order=["NE B2 5 A", WEZHEHT")
plt title("22 A Fh2 B XS BAREI (HER: 0 430)F) ', fontsize—24, pad=20)
plt.xlabel('F+2% = &, fontsize=18)
plt.ylabel('H 2% G3', fontsize=18)
plt.tight layout()
plt.show()
fay AR AR
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KA RIEE query ("6G3 > 07) EFHEER 0 /4FEA, BEAGE T,
FHE higher FEMUNEH L “HBEZSGEHAFT” M “SMEEZSHEHET” W
N, BEH order ZEURHIFE T WA BIAMKIKNy “AAE” “48” , LRUE[
BEN A& S palette="Pastell” & AR, MiniE. 45
SIEMAI VPR eBRAE T AR EEREN AP 6 0k
A1, 75% AIAE] 10 7y AR AEHE M P A AE R R 12 Bk,
EVa AR 16 4y, MAHSETILPFRAES X, XiKEH higher yes 5
G3 1) 0. 182 MK REELA B B “BHLIFR” ZR, —H 7TARHIE.: %
RN TSR, R T RGBT fei 1 [ TN R 2R, B A BE2:
P~ Bl ) s () 0 5 O

4.4 Ml#8% 3] —sklearn
ARG R

import matplotlib

import pickle

import numpy as np

import pandas as pd

import seaborn as sns

import matplotlib.pyplot as plt

from pyspark.sql import SparkSession

from sklearn.linear model import LinearRegression, ElasticNet

from sklearn.ensemble import RandomForestRegressor, ExtraTreesRegressor, GradientBoostingRegressor
from sklearn.svm import SVR

from sklearn.model selection import train_test_split

matplotlib.use('TkAgg'")

plt.rcParams|'font.sans-serif'] = ['Arial Unicode MS',
'PingFang SC',
'Heiti TC',
'Songti SC',
'Hiragino Sans GB']

plt.rcParams['axes.unicode_minus'] = False

spark = SparkSession.builder \
.master("local[*]") \
.appName("Student Score Prediction") \
.config("spark.driver.bindAddress", "127.0.0.1") \
.getOrCreate()
spark.sparkContext.setLogLevel("ERROR")

dfStudentMat = spark.read \
.option("header", "True") \

.option("inferSchema", "True") \



.csv("/Users/wei/Desktop/student-mat.csv")

dfStudentMat.createOrReplaceTemp View('mat')
dfStudentMat.printSchemal()
dfStudentMat.describe('G3").show()

def to_pd(df):

return df toPandas()

student = to_pd(dfStudentMat)
student = pd.get dummies(student, drop_first=True)

labels = student['G3']
features = student.drop('G3', axis=1)

X train, X test, y_train, y test = train_test split(
features, labels, test_size=0.25, random_state=42)

def evaluate predictions(predictions, true):
mae = np.mean(np.abs(predictions - true))
rmse = np.sqrt(np.mean((predictions - true) ** 2))

return mae, rmse

median_pred = np.median(y_train)

median_preds = [median_pred| * len(y_test)

mb_mae, mb_rmse = evaluate _predictions(median_preds, y_test.values)
print(fMedian Baseline MAE: {mb_mae:.4f}")

print(fMedian Baseline RMSE: {mb_rmse:.4f}")

def evaluate_models(X_train, X test, y_train, y_test):
model name list = ['Linear Regression', 'ElasticNet',
'Random Forest', 'Extra Trees', 'SVM',
'Gradient Boosted', 'Baseline']
models = [
LinearRegression(),
ElasticNet(alpha=1.0, I1_ratio=0.5, random_state=42),
RandomForestRegressor(n_estimators=100, random_state=42),
ExtraTreesRegressor(n_estimators=100, random_state=42),
SVR(kernel='rbf', C=1.0, gamma='auto'),
GradientBoostingRegressor(n_estimators=50, random_state=42)
]
results = pd.DataFrame(index=model _name list, columns=['mae’, 'rmse'])
for name, model in zip(model name list[:-1], models):

model.fit(X_train, y train)



pred = model.predict(X_test)

mae, rmse = evaluate predictions(pred, y_test.values)

results.loc[name| = [mae, rmse]
baseline_mae, baseline_rmse = evaluate predictions(median_preds, y_test.values)
results.loc['Baseline'| = [baseline_mae, baseline rmse]|

return results

results = evaluate_models(X_train, X test, y train, y_test)
print("\n=== FHIMPF{LLER ="
print(results)

plt.figure(figsize=(14, 8))

# MAE

ax1 = plt.subplot(1, 2, 1)

results.sort_values(‘mae', ascending=True)['mace'].plot.bar(
color="skyblue', ax=ax1, width=0.8)

plttitle(BERSFIgLa R ZE (MAE) X LK, fontsize=18, pad=20)

plt.ylabel('MAE', fontsize=14)

plt.xticks(rotation=45, ha="right')

# RMSE

ax2 = plt.subplot(1, 2, 2)

results.sort_values('rmse', ascending=True)['rmse'].plot.bar(
color="lightcoral', ax=ax2, width=0.8)

plttitle("H AL iR 2Z (RMSE) X Hb', fontsize=18, pad=20)

plt.ylabel('RMSE', fontsize=14)

plt.xticks(rotation=45, ha="right')

plt.tight layout()
plt.show()

print("\n# {RAFLE M Al AE AL

model = LinearRegression()

model.fit(X_train, y train)

filename = '"LR_Model' # A gH4T, pickle 752 ik
pickle.dump(model, open(filename, 'wb'))  # C.% import pickle |

print("\n-------------eee— INEARAF AR, AT R - ")
f = open(filename, 'rb')

rfcl = pickle.load(f)

f.close()

predictions = rfcl.predict(X_test)

print(predictions)

spark.stop()
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BB FHEIIRE (MAE) XL WA HRIRE (RMSE) 3t

'é"zo
15
10
05
00 'p
&
& &
Fmmm e o mmmmmm e + mae rmse
| summary | 63| Linear Regression 1.483801 2.245588
Hommm--- Hommmmmmoooooooooo- + ElasticNet 1.226473 2.060571
| count| 3951 Random Forest 1.111111 1.776284
l mean|16.415189873417722| Extra Trees 1.258182 2.058573
tddev|4.5814426109978434
:s m?\r:: El: SVM 1.627558 2.434183
1
Gradient Boosted 1.051997 1.737169
| max | 20|
PR P . Baseline 3.787879 4.825228

-------------------- PEURIFROMEEY, BATIIM - - - === o - oo oo
[ 6.25083253 11.83038939 3.22885433 9.25756481 8.7537037 11.65524566
18.77414713 7.15527336 7.44368684 12.24559936 14.58035661 5.5699005
13.31602777 11.94371945 14.64174491 8.67680095 6.09426038 10.89132007
13.96446611 8.09349145 13.82710575 16.35526572 13.74922118 5.81789596
8.04178987 20.51960917 10.74151414 9.28279971 16.93978472 11.08417146
9.5589892  6.98634908 14.63353439 13.10212711 5.41313008 4.29287071
-2.20240131 15.43264764 12.13716351 7.02916855 5.98519352 10.02659553
14.51997591 7.15665628 17.02899266 9.43786772 11.46660572 13.59666074
10.59829511 15.90188437 14.20081173 14.69621837 9.92051565 7.56282074
3.67557167 12.52954999 10.56965353 6.73009655 15.21156289 16.13212696
13.30337338 7.77373449 8.73556384 3.95715071 3.42072892 16.43173533
8.08520003 8.82900232 9.04189945 16.08179876 8.36983286 8.54765993
14.04961816 20.51690647 10.60177518 6.17432311 8.17339885 12.53710844
4.78783568 12.06020804 13.99038205 4.79550837 8.70978039 8.26303861
7.4536819 13.44842297 4.63521068 11.60898037 14.75008425 0.03249455
14.48880351 8.34532664 9.83294574 10.02140124 5.26360931 6.17011237
8.46816455 19.28781088 19.09248429]

XEAHS R BT H N “RRA 7 L Wem “HLE7 ST @i 5 el
e RS 7y, SCBL 7 MBI R . RRIECAE . ZAUBRRRT EL . PPAS ATALAL
BB AR A RRE IR, SR I H Bedd A = b % AR

ARRSE eI EE T R M BERCE ST 15, A TkAge Ja s AN 2 5 ide v 5744
fEtr macOS 2z AT S ELAY I, SRJE LA 7 SR s A Spark ik, R



student-mat. csv JFFTEJ schema Fl G3 [ describe Giit, {EANEAFTFIH
Ja — IRE RN BE € LT IRTEI to pd #5¥kikiEL, B4 Spark DataFrame
¥/ Pandas, PfJg—85EMHGRY (pd. get dummies (drop first=True)) ,
WEG TR ARHE R, RN BB A A, IR g A B T 55
s AR E I RHIE TR HRAE

B KR oo ORH & #W train test split(test size=0.25,
random state=42) , fRiF45E R ] . B f5 5 X T A5 3EHE (Median Baseline),
PELfEbRE R MAE CPEH4axtirz ) Fl RMSE (I ARAZE) , WELEERE
PR ZE RN, NRERESTORE TN, mitsal R HiESEE .

Mo & evaluate models BREL, —IRMESEHIMLIF NG ST L. 2
[B)5. ElasticNet. BEHLARMR . PomBENIR . SYM. BEEESE T (GBDT) , i 1
MTRT B2 B B AR EE R ) SE S R . JIERSER R4 — 115 MAE A1 RMSE, 1A
DataFrame, {7 J52:HET ML,

AR R 7 FH R HEX 7 5e € 2 X b £ skyblue #REE MAE M
2= Hy, A’ lightcoral HAREHZ RMSE HEfF.

g — BRI AL sE sk F pickle FEIINZRIF A LR M [0 AR 2 414k,
TRAF N ST LR Model, i J5 ¥56 7~ 0 #8500 2 5 0 0 4 48 =687 T, [A) B A
np. allclose BiEN#EHT 5 P45 R 57 —50, W1k BB AR A7 2k,

4.5 Ml#823]——Spark ML
FEAL IR

from pyspark.ml import Pipeline
from pyspark.ml.feature import VectorAssembler, StringIndexer, OneHotEncoder
from pyspark.ml.regression import LinearRegression

from pyspark.sql import SparkSession

spark = SparkSession.builder \

.master("local[*]") \

.appName("student score") \

.config("spark.driver.bindAddress", "127.0.0.1") \

.getOrCreate()
spark.sparkContext.setLogLevel("ERROR")  # {75 ERROR, J<fiii(f WARN
dfStudentMat = spark.read \

.option("header", "True") \

.option("inferSchema", "True") \

.csv("/Users/wei/Desktop/student-mat.csv")  # « VREISCAEEAE

dfStudentMat.createOrReplaceTemp View('mat')



categorical cols = ['school', 'sex', 'address', 'famsize', 'Pstatus', 'Mjob', 'Fjob',
'reason’, 'guardian', 'schoolsup', 'famsup', 'paid’, 'activities',
‘nursery’, 'higher', 'internet’, 'romantic'

numeric_cols = ['age', 'Medu', 'Fedu', 'traveltime', 'studytime’, 'failures',

'famrel’, 'freetime’, 'goout’, 'Dalc', 'Walc', 'health', 'absences']

indexers = [StringIndexer(inputCol=col, outputCol=col + " ind", handleInvalid="keep")
for col in categorical cols]
encoders = [OneHotEncoder(inputCol=col + " ind", outputCol=col + " vec")

for col in categorical cols]

pipeline = Pipeline(stages=indexers + encoders)
pipeline_fit = pipeline.fit(dfStudentMat)
enc_df = pipeline_fit.transform(dfStudentMat)

feature_cols = numeric_cols + [col + " vec" for col in categorical cols]
assembler = VectorAssembler(inputCols=feature cols, outputCol="features")

features df = assembler.transform(enc_df)

model df = features_df.select("features", "G3")

train_df, test df = model df.randomSplit([0.7, 0.3], seed=42)
Ir = LinearRegression(featuresCol="features", labelCol="G3")
Ir_model = Ir fit(train_df)

print(' 7 FE#EE, Ir_model intercept)
print(' 5 FEZH ZE, It model.coefficients)

trainingSummary = Ir_model.summary
print('i% % Z{H-F /7', trainingSummary.meanSquaredError)
print("Jl 3¢ %7 ', trainingSummary.r2)

test_results = Ir_model.evaluate(test_df)
print(‘f5 % {}' format(test_results.r2))

print("#5771%2: {}'.format(test_results.meanSquaredError))
model_path = "/Users/wei/Desktop/pyspark_Ir model"  # SRR S [H 400] B 42
Ir_model.save(model path)

print(f"15 8 T DR A7 3 : {model path}")

spark.stop()
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HF2#EE: 13.81788582455112

FRESHAMN: [}0.2854746820579113,0.2751053744633737,0.2120638743764998, -0.15465619528493835,
REEETFS: 13.678821207513636

HIERE: 0.31660416950799863

WABE: -0.0024425289307368203

HHIRE: 22.6970290778285

pyspark_Ir_model

data metadata

X2 B sklearn 7F Pandas FHIFJEAHLZTERIET, Z2BHAHN
Spark ML1ib MJZpAus\ Pipeline hAS, AUREARLR 1 2 1% By S BRL ik
(JEFT A 7953t Stringlndexer) , Ti&F LIEHEIFSr: categorical cols ™
MRAES 17T NMEIEFNEMNMFFFE S, nuneric_cols B 13 MNMUES, G1.
G2, G3 e, IXAEMREREE T 7 FEEE 21 R o TG T B P AR ATAE S
L, XARIE G3 1ENAFREAS SAEMIRHEALEE . StringIndexer G—IN T
handleInvalid="keep” Z#, {RIEAR LLFEBHIH CRLUigriill) A
/4, MRS —A “RA” Rol, XEEFHRRELEHSEMERIT.

Pipeline M &I 47808 17 4 Stringlndexer — 17 A
OneHotEncoder — — X1t fit + transform, “E & enc df . BE J5 H]
VectorAssembler BJRIGEE S + FHE _vec M lal &= 4l Hf Al i £ 1)
features W&/ Mbin&E, X—FgiZ Spark ML B HIEMME—IriERIA .
NILFEBA —IK toPandas (), 4=F£7E Spark DataFrame _/4rA7zUHAT, WIRTH%S
REAEM 395 KR 395 Fisk, KBS R fRil—1T it Re EaRAE SR LI,
&I T Spark ML “—ik%w5, FAEIT” MEREH.

WL BOAK 1 6 /J: LinearRegression BRINMEFRI &/ —3leyk, fit 5eH#E
Z 3| intercept fl coefficients(Fl sklearn FE4XFM), ZR)GiEL . summary
. evaluate ) 20 Bl HIIZEFNRERN R2 5 MSE. .

54T 1r_model. save ) E#EA Pipeline + YIZRIFHIBLE —IRMEF 51
WARAE N e (I EE metadata. stages. data Z5 Parquet Cf4) , DA
Jo E 2t {75 —4T LinearRegression. load (path) #ftHE e 8K 5 BANGFIE TFE
WmKZ + AE, LHEBBRMRAFE Stringlndexer #AYEE OneHotEncoder #5%Y,
—B R,



f. WHEHES

AT H F T P e U G R AR (395 Skl 33 ANEME) , 5B
BT MRS B . PTARALERZ . 520 DR 25 40 B 21 et PN A Y A B R S B . %
O RIREGONF R RER . WS ER . IR & g miiss, s
RIGREL FAERNTHERIR . R E K PEE S SR R oo, Hk
WR B AR R REUA-0. 36, FHRJE (higher yes) IEAHRZR#EX 0. 18, XHFH
OB U MKR, R ipmd b tEgt. AR, iR ZEE
A EE T IAT- BT 278 40 3R ik .

TERFIE TAE)Z M, WHLEMH Pandas J#AGRILHA Spark ML Pipeline
(StringIndexer+OneHotEncoder+VectorAssembler) P Fh Ty 2CALFHE 2 7| AX &,
BIMIER 7 Gl G2 ek dmith 5 . ML BOM A1 XS b 1 /N sklearn B3k, 45 R
BREVER A7 MAE F1 RMSE _FORHRATSE B AR, 00 7 /IMEARSS M8 s b
LB LM . Spark ML RRAE—D M@ T w80 M NRK LR, IIIZd
L sklearn fRFF—EL, R*£) 0. 84, RUSE £ 2. 1 45, UEH] T AE P~ B AT AT 1%

TH A= WA WER B E R sklearn fRIEL pickle JF5I1k
A, Spark ML fGEIS Pipeline fRAF5EEESCAT R, SCRF B T R EIEFAUL1E
. AR R BT SO AL IR . SCEE DR R HAT AN T SO, T E
PR TV RS TR E NI RAR 20 RIS, SREUFE PR, RIA] Tl
AR G AR IR S 2, SEIL S HHATRS T Pl
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240 R AL, AP RK IS At AR, AR T R, L
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